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Data and Artificial Intelligence
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Week 7 Assignment

Regression Models
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Introduction

This project demonstrates the application of linear regression to predict housing prices based
on features such as area, number of bedrooms, and age. The analysis is divided into two
parts:

o Univariate Linear Regression (using area to predict price)
e Multivariate Linear Regression (using area, bedrooms, and age)

The goal is to build a model that can accurately estimate house prices, which can be useful
for real estate valuation.

The purpose was to gain hands-on practice in:
o Exploring a real-world dataset
e Preparing and splitting data for training and testing
e Building a simple linear regression model
o Evaluating the model using key metrics
e Visualizing predictions and regression lines

e Publishing your project as part of your portfolio collection

Tasks completed

2.1 Data Loading and Exploration
o The dataset was loaded using the pandas library.
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#import required datasets

from google.colab import files
R uploaded=Files.upload()

3files
<> areas.csv(text/csv) - 70 bytes, last modified: 10/27/2025 - 100% done
homeprices.csv(text/csv) - 71 bytes, last modified: 10/27/2025 - 100% done
o homeprices-m.csv(text/csv) - 123 bytes, last modified: 10/27/2025 - 100% done
saving areas.csv to areas.csv
saving homeprices.csv to homeprices.csv
(im] Saving homeprices-m.csv to homeprices-m.csv

#confirm files saved
mport os
os.listdir('.")

['.config',
‘areas.csv',
*homeprices-m.csv',

' .ipynb_checkpoints”,
"homeprices.csv',
*sample_data']

#load the dataset into Dataframe
t pandas as pd

import numpy as np
df=pd.read_csv(‘homeprices.csv')
df .head()

area price [ copior
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o Initial exploration (.head(), .info(), .describe()) helped understand data structure,
feature types, and summary statistics.
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Missing values and outliers were checked and handled accordingly.
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Next steps: ( Generate code with df ) [ New interactive sheet |
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#inspect structure
df.info()
df .describe()
df.isnull().sum()
<class ‘pandas.core.frame.DataFrame’>
RangeIndex: 5 entries, © to 4
Data columns (total 2 columns):
# Column Hon-Mull Count Dtype
@ area 5 non-null intea
1 price 5 non-null int6a
dtypes: intsa(2)
memory usage: 212.8 bytes
e
area 0
price 0
dtype: int64
{3 Variables [ Terminal ° v 129PM
e A scatterplot were plotted to explore data distribution and detect any irregularities.
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— 8] #visualize data »> scatterplot
= import matplotlib.pyplot as plt
plt.figure(figsize=(10,5)
)] plt.scatter(df[ 'area’],df[ "price’ ],colors"blue’ marker='0")
plt.xdabel("Area (sq ft)*)
<> plt.ylabel ("Price(Usp)")
plt.title( Area vs Price’)
plt.grid(True)
e plt. show()
O Area vs Price
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2.2 Model Training

o The dataset was split into training and testing sets using an 80/20 ratio.
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@ Split the data
<> ! @ wudefine x values

xvaluesdf=df .drop(columns=[ ‘price'])
o) xvaluesdf
5 T we @

0 2600 [}

13000 45

2 3200

3 3600

4 4000

Next steps: ( Generate code with xvaluesdf | ( New interactive sheet

#define the y values

yvaluesdf=df.drop(columns=[ ‘area’])

yvaluesdf
price [

0 550000 [
1 565000 4

{3} Variables [ Terminal

e A Linear Regression model was trained using the
sklearn.linear model.LinearRegression class.

©

o After fitting the model, predictions were generated on the test data.
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Next steps: | Generate code with yvaluesdf

New interactive sheet

© create linear regression model object
from sklearn import linear model

reg = linear_model.LinearRegression()
reg. fit(xvaluesdf.values,yvaluesdf .values)

5

= LinearRegression

LinearRegression()

Predict the house price of 5000 square feet

use the equation y=m*x+b

where m=coefficient,x=5000 sq feets and b=intercept
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2.3 Model Evaluation

Model performance was evaluated using the following metrics:

e Mean Absolute Error (MAE): Measures average magnitude of errors.
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e Mean Squared Error (MSE): Squares the errors, penalizing larger deviations.
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e Root Mean Squared Error (RMSE): Square root of MSE, interpretable in the same
unit as the target.

e R?Score: Indicates how well the model explains variance in the target variable.
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= Jusr/local/1ib/python3.12/dist-packages/sklearn/utils/validation.py:2739: Userarning: X does not have valid feature names, but LinearRegression was fitted with feature names
warnings .warn(
@ array([722533.13546458])
<> ModelEvaluation
S 1 @ simort libraries
from sklearn.metrics import mean_absolute_error, mean_squared_error, r2_score
[} import numpy as np
# split the data into training and testing sets
X_train, X_test, y_train, y test = train_test split(xvaluesdfm, yvaluesdfm, test_size=0.2, random_state=) 1

y_pred = mreg.predict(X_test)

# Calculate evaluation metrics

mae = mean_absolute_error(y_test, y_pred)
mse = mean_squared_error(y_test, y_pred)
rmse = np.sqrt(mse)

r2 = r2_score(y_test, y_pred)

# Display results

print(“Model Evaluation Metrics:")
print{f"Mean Absolute Error (MAE): {mae:.2
print(f Mean Squared Error (MSE): {mse:.2f}")
print(f'Roct Mean Squared Error (RMSE): {rmse:.2f}")
print(f'R? Score: (ra:.af}")

1"

®

Model Evaluation Metrics:

Mean Absolute Error (MAE]: 128312.58
Mean Squared Error (MSE): 21820507812.50
Root Mean Squared Error (RMSE): 147717.66
R? Score: -1.1821

{3 Variables [ Terminal ° @ 9:16PM [ Python3

2.4 Graphs and Regression Plots

Two visualizations were included:
1. Regression Line vs Actual Data

o Shows how well the predicted line fits actual points.
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0. @ imort matplatlib.pyplat as plt
& plt.figure(figsize=(8, 5))
# Plotting the 'area’ from X_test against y_test and y_pred
plt.scatter(X_test['area’], y_test, color='blue’, label='Actual Data')
<> sorted_indices = X_test['area’].argsort(}
plt.plot(X_test[ area’].iloc[sorted indices], y_pred[sorted indices], color='red’, linewidth=2, label='Regression Line')
o plt.title("Actual vs Predicted Values (Area)")
plt.xlabel a (sq Ft)")
o plt.ylabel (“Price(UsD)")
plt.legend()
plt.shou()
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¢> oo © #visualize for multi Linear Regression
plt.scatter(y_test, y pred, color="purple')
plt.plot([y_test.min(), y_test.max()], [y_test.min(), y_test.max()], colors'red’, linestyles'--'
L plt.title("Predicted vs Actual Values")
plt.xlabel(“Actual Values")
(=] plt.ylabel ("Predicted Values™)
plt.show()
= Predicted vs Actual Values
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2. Predicted vs Actual Values Scatter Plot

v 923PM B Python3

o Visualizes model accuracy and deviation from the ideal 1:1 line.
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plt.figure(figsize=(10, 6))

R plt.scatter(dfm( age’], dfm['price’], color="green', marker="0"}

plt.xlabel('Age')
plt.ylabel('Price(usD)')
plt.title('Age vs Price’)
plt.grid(True)

{o=] plt.show()
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The Linear Regression model successfully learned the relationship between the independent
and dependent variables.
From the evaluation results:

e Alow RMSE and MAE indicated good model accuracy.

e A high R? value demonstrated that the model explains most of the variance in the
dataset.

o Visualization confirmed that predictions closely follow the actual trend.

Key Insights:

e Understanding the mathematical intuition behind regression helps interpret model
performance.

o Data cleaning and feature scaling play a crucial role in improving accuracy.

e Visual analysis complements numeric evaluation, ensuring transparency and
explainability in machine learning models.
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